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Professional Summary
· Lead AI/ML Engineer with 12 years of experience delivering enterprise-scale solutions across manufacturing, retail, healthcare and financial services, with proven ability to design, build, and deploy intelligent, cloud-native data and AI systems.
· Designed and deployed cloud-native AI agent services using Python, LangChain, and LangGraph, containerized with Docker and deployed on AWS ECS/Fargate with IAM-based security controls.
· Strong experience in Python backesageazure nd development using Django, FastAPI, and Flask, including RESTful API design and async programming for high-performance, distributed applications.
· Led enterprise AI strategy, defining GenAI adoption roadmaps, model governance standards, and ROI-driven use cases.
· Implemented Model Context Protocol (MCP) to enable secure context sharing, tool integration, and memory management across enterprise multi-agent GenAI systems.
· Architected secure enterprise AI agent platforms implementing OAuth2, RBAC, IAM, and API Gateway controls to safely integrate LLM agents with enterprise systems and external tools.
· Built AI-driven automation workflows integrating REST APIs, enterprise databases, and third-party tools, implementing structured logging, error handling, and CloudWatch-based monitoring for production reliability.
· Designed human-in-the-loop and guardrail frameworks for AI agents, enabling safe autonomous decision-making with approval workflows, audit logging, and policy enforcement.
· Experienced in fine-tuning LLMs (GPT, T5, LLaMA), optimizing prompts, and building enterprise RAG architectures using LangChain, LlamaIndex, LangGraph, and vector/graph databases (FAISS, Chroma, Pinecone, Neo4j). Designed scalable AI microservices with FastAPI/Flask, CI/CD, Docker/Kubernetes, and AWS for high-performance production deployments.
· Integrated Copilot solutions with cloud platforms (AWS, Azure, GCP) and internal tools to assist decision-making and productivity workflows.
· Mentored and guided engineers on Agentic AI, MLOps, and cloud architecture, establishing standards for scalable GenAI adoption across teams.
· Applied advanced statistical modeling (multivariate regression, time-series forecasting, causal inference) to support risk modeling, demand forecasting, and operational optimization at scale.
· Designed and implemented agentic AI systems capable of autonomous decision-making, tool usage, and multi-step task execution across manufacturing, retail, and financial workflows.
· Led end-to-end architecture, planning, and execution of cloud-based data engineering initiatives across GCP
· Implemented LLM-powered semantic search pipelines using FAISS, Chroma, and Cognitive Search, enabling high-accuracy document retrieval, summarization, and contextual reasoning in production environments.
· Strong proficiency in SQL, schema design, and ORM frameworks (Django ORM, SQLAlchemy), enabling scalable and performance-optimized database applications for manufacturing, retail, and financial datasets.
· Applied prompt engineering, guardrails, and evaluation metrics to improve Copilot response accuracy, consistency, and relevance.
· Built multi-agent reasoning pipelines using LangChain, custom Python orchestration, vector retrieval, and LLM-based planning to enable collaborative agents for analysis, troubleshooting, and workflow automation.
· Oversaw design, development, testing, deployment, and optimization of large-scale cloud data pipelines.
· Designed and deployed computer vision pipelines using PyTorch, TensorFlow, OpenCV, and YOLO/Faster R-CNN for real-time image/video analytics such as defect detection, product inspection, quality monitoring, and document analysis.
· Implemented GCP Data Governance practices using Data Catalog, lineage tracking, tagging, metadata policies, and schema governance.
· Developed AI agents with memory, retrieval, and tool-calling capabilities for automated document processing, anomaly detection, quality insights, and operational decision support.
· Expertise in machine learning and AI development including deep learning (CNNs, RNNs, LSTMs, GANs, Transformers), NLP pipelines, GenAI (LLMs, RAG), and predictive analytics supporting supply-chain optimization, retail automation, and financial risk modeling.
· Skilled in predictive modeling and statistical analysis (Scikit-learn, XGBoost, Auto-Sklearn, H2O.ai) to forecast customer behavior, financial risk, fraudulent activity, demand planning, and operational efficiency.
· Implemented scalable agent frameworks using Python, FastAPI, and Kubernetes, ensuring reliable execution, fault tolerance, and seamless orchestration of multi-agent workflows.
· Established enterprise data quality rules, audit frameworks, and governance controls aligned with SOX/GDPR compliance.
· Built and deployed chatbots and conversational AI systems using Amazon Lex, Rasa, and Dialogflow, integrated with AWS Lambda, API Gateway, and DynamoDB to support large-scale customer support, retail automation, and internal operations.
· Strong background in data engineering with large-scale pipelines using Apache Spark, Databricks, Kafka, Airflow, NiFi, Glue, ADF, and SSIS, processing multi-terabyte enterprise datasets reliably and at scale.
· Proficient in multi-cloud MLOps using AWS SageMaker, GCP Vertex AI, and Azure ML, enabling end-to-end automated model lifecycle management including training, deployment, monitoring, and retraining.
· Hands-on experience implementing CI/CD pipelines with Azure DevOps, GitHub Actions, GitLab, and Jenkins, including automated testing with PyTest and integration of containerized workloads (Docker, Kubernetes).
· Built autonomous GenAI assistants for internal teams, enabling automated report creation, data summarization, and interactive problem-solving, reducing manual effort by 40–60%.
· Developed ETL frameworks and data governance solutions using Informatica, Snowflake, Redshift, Oracle, and PostgreSQL, ensuring high-quality, trusted data for analytics and regulatory compliance.
· Adept at data warehousing and modeling (Kimball, Inmon, Star/Snowflake Schema, Data Vault 2.0), integrating structured/unstructured enterprise data into scalable analytical platforms.
· Designed and delivered dashboards with Tableau, Power BI, AWS QuickSight, and Plotly Dash, enabling real-time AI-driven insights for operations, finance, supply chain, and retail analytics.
· Delivered measurable impact such as reducing ETL runtimes by 40%, improving model accuracy by 20%, reducing cloud computing cost by 25%, and fully automating compliance and reporting workflows.
· Strong experience with SQL/NoSQL databases (PostgreSQL, MySQL, MongoDB, Cassandra, DynamoDB, Teradata) and hands-on scripting in Python, Shell, and SQLAlchemy for automation and integration tasks.
· Known for bridging the gap between data engineering, ML engineering, and software development teams, translating complex requirements into production-ready AI systems aligned with SOX, GDPR, and enterprise compliance standards.
· Designed agent evaluation and validation frameworks to measure reasoning accuracy, plan quality, and execution reliability, ensuring stable deployment in enterprise environments.
· Proven success delivering Python-based solutions in the banking and financial domain, including secure API integrations, large-scale data pipelines, risk scoring models, and compliance-driven architectures.

Technical Skills:

	Programming & Frameworks
	Python, Java, Scala, R, SQL, PL/SQL, PySpark, Django, Flask, Fast API, Lang Chain, LangGraph, RESTful APIs, OOPs, JavaScript, TypeScript, AngularJS

	Machine Learning & AI
	Numpy, Pandas, Scikit-learn, TensorFlow, PyTorch, Kera’s, XGBoost, Auto-Sklearn, H2O.ai, Hugging Face Transformers, ONNX, NLP (SpaCy, NLTK), RAG pipelines, FAISS, Chroma DB, YOLO, Faster R-CNN, OpenCV, GANs, LSTMs, CNNs, Transformers, Explainable AI (SHAP, LIME)

	ML Algorithms
	Regression, Classification, Clustering, CNN, Deep Learning, Natural Language Processing, Causal Inference, Time Series Forecasting, Recommendation Systems, Generative Transformers Architecture, Descriptive Statistics

	Generative AI & LLMs
	GPT-4o, Claude 3, LLaMA 3, OpenAI APIs, Amazon Lex, Rasa, Dialog flow, AWS Bedrock, Vertex AI, AI-driven chatbots, Document Summarization, Embeddings, Prompt Engineering

	Cloud Platforms
	AWS: SageMaker, Lambda, ECS, EKS, Glue, Redshift, RDS, DynamoDB, API Gateway, CloudWatch, Bedrock
Azure: Azure ML, Synapse, Data Factory (ADF), ADLS, Key Vault, Application Insights, Cognitive Search
GCP: Vertex AI, BigQuery, Dataflow, Dataproc, Pub/Sub, Google ADK, Google MCP

	Data Engineering & ETL
	Informatica PowerCenter, Informatica BDM, SSIS, AWS Glue, Azure Data Factory, Apache Airflow (MWAA), NiFi, Oozie, SnapLogic, dbt, DataStage, PolyBase

	Big Data & Streaming
	Apache Spark, Databricks, Kafka, Hadoop, Hive, HDFS, Pig, Sqoop, Snowflake, Teradata, Oracle, HCM, PostgreSQL, MySQL, MongoDB, Cassandra, DynamoDB

	Data Warehousing & Modeling
	Snowflake (UDFs, Streams, Snow pipe, Secure Views), Redshift, Netezza, Kimball, Inmon, Star/Snowflake Schema, Data Vault 2.0, Semantic Layers, OLAP Cubes

	MLOps & DevOps
	MLflow, Kubeflow, Jenkins, GitLab CI/CD, GitHub Actions, Terraform, Ansible, Docker, Kubernetes, Bitbucket Pipelines, SonarQube, TDD/BDD, PyTest, Robot Framework, Selenium

	Visualization & Analytics
	Tableau, Power BI, AWS Quick Sight, Looker, Google Data Studio, Plotly Dash, Matplotlib, Seaborn, Technical Leadership, Project Delivery, Stakeholder Management, Architecture Governance

	Monitoring & Compliance
	Splunk, ELK Stack (Elasticsearch, Logstash, Kibana), Azure Monitor, Snowflake Alerts, GDPR, SOX

	Version Control & Agile
	Git, GitHub, Bitbucket, JIRA, Confluence, Agile (Scrum, Kanban), Waterfall




CERTIFICATIONS
· Certified Python Developer (PCAP)
· AWS Certified Cloud Practitioner
· IBM Certification on Data Analysis with Python
· AWS certified Solutions Architect – Professional
· Azure AI Fundamentals
· Certified Business Analyst Professional (CBAP)
· Databricks Certified Data Engineer Associate

Client: Hubbell Incorporated – REMOTE 						Jan 2024 – Till date 
Role: Lead AI / ML Engineer
Responsibilities: 
· Conducted data profiling, validation, and cleansing on manufacturing, supply-chain, retail, and operational datasets using Python (Pandas, NumPy, Scikit-learn) to ensure high-quality inputs for AI/ML models.
· Designed scalable ML system architectures supporting high-throughput inference, real-time decisioning, and batch analytics using distributed processing and cloud-native patterns.
· Implemented OAuth2 authentication, JWT authorization, and RBAC policies for FastAPI AI services using AWS API Gateway and IAM to enforce least-privilege access.
· Leveraged Model Context Protocol (MCP) to manage structured memory, tool-calling, and cross-agent communication within multi-agent GenAI workflows, enforcing guardrails, access controls, and auditable execution across enterprise systems.
· Deployed LangChain/LangGraph-based multi-agent workflows on AWS ECS using Docker, orchestrating enterprise APIs and manufacturing data platforms for automated decision workflows.
· Architected scalable, high-performance FastAPI microservices for embedding generation, retrieval, and model inference with async execution and <50ms latency.
· Enabled Copilot memory and context retention using embeddings, semantic caching, and retrieval strategies.
· Built human-approval workflows and guardrail validation layers for high-risk agent actions, ensuring safe and auditable enterprise AI automation.
· Built lightweight React dashboards to monitor AI agent execution states, tool invocations, token usage, and workflow logs, integrating with backend FastAPI services.
· Implemented structured logging, exception handling, retry strategies, and CloudWatch-based monitoring to ensure fault-tolerant AI agent execution in production environments.
· Owned end-to-end ML lifecycle strategy, including model selection, evaluation standards, governance, deployment patterns, and long-term scalability across enterprise AI platforms.
· Integrated Kafka and event-driven pipelines to trigger real-time agent workflows for document ingestion, alerts, and automated decision pipelines.
· Integrated React frontend with AWS Lambda and ECS-hosted AI microservices, enabling real-time interaction with multi-agent reasoning systems.
· Designed reusable Python backend frameworks to support complex data, analytics, and ML workflows, improving development efficiency across engineering teams.
· Integrated AI agents with ERP/MES systems via REST APIs and PostgreSQL/Snowflake databases, enabling automated data retrieval, enrichment, and workflow execution.
· Implemented advanced statistical and probabilistic models for forecasting equipment failure, demand variability, and operational risk, improving prediction reliability in production environments.
· Developed NLP pipelines with Hugging Face Transformers, SpaCy, and NLTK for classification of product manuals, quality reports, financial documents, and customer feedback, enabling automated information extraction.
· Designed and implemented RAG pipelines using vector databases (FAISS, Chroma, Pinecone) combined with graph-based retrieval using Neo4j to improve contextual accuracy and domain reasoning.
· Built and deployed object detection models (YOLOv5, Faster R-CNN) to analyse factory images, defect patterns, product labelling, and inventory visuals, improving detection accuracy by 20%.
· Implemented automated validation suites for LLM output quality (accuracy, hallucination rate, consistency), integrated into CI/CD pipelines.
· Developed and maintained high-performance FastAPI and Flask microservices, implementing async endpoints for low-latency real-time ML inference.
· Fine-tuned transformer models (BERT, RoBERTa, GPT-based models) using LoRA/PEFT techniques for classification, summarization, and intent extraction tasks.
· Engineered predictive ML models (Logistic Regression, Random Forest, XGBoost, SVM) to forecast inventory demand, equipment failure risk, fraud likelihood, and supply disruptions, reducing operational losses by 30%.
· Designed real-time GenAI-powered chatbots using Amazon Lex, Rasa, and Dialogflow, integrated with AWS Lambda, DynamoDB, and API Gateway to support internal operations, customer support, and warehouse automation, handling 100K+ monthly interactions.
· Built GenAI applications using LangChain, LlamaIndex, and LangGraph with agentic workflows, tool usage, memory, and multi-step reasoning.
· Delivered multilingual NLP models for global support centers, retail contact centers, and financial service teams, reducing response latency by 40%.
· Built secure RESTful APIs and integrated SQLAlchemy/PostgreSQL for structured data storage, schema design, and optimized query performance across manufacturing, retail, and financial systems.
· Automated document summarization and classification using Hugging Face + OpenAI APIs for SOPs, financial reports, quality audits, contracts, and vendor documents, reducing manual review time from day to minute.
· Applied explainable AI (SHAP, LIME) to generate audit-ready reports for SOX, GDPR, and enterprise governance requirements.
· Created validation frameworks for LLM APIs with automated regression suites to ensure consistent outputs for operational, financial, and risk-related queries.
· Implemented automated CI/CD workflows using Azure DevOps and GitLab, enabling containerized deployments using Docker and Kubernetes for AI and data applications.
· Developed Python libraries and reusable components for embeddings, text preprocessing, and feature generation, accelerating delivery of manufacturing, retail, and financial ML pipelines by 35%.
· Designed and deployed Flask and FastAPI microservices to expose ML models as APIs, ensuring low-latency inference for real-time decision systems.
· Implemented MLOps practices with MLflow, Kubeflow, and AWS SageMaker to track experiments, manage model versions, and support automated retraining for production-critical AI models.
· Deployed LLMs on AWS Bedrock and SageMaker for document summarization, knowledge search, compliance analysis, and automated content classification.
· Built CI/CD pipelines (Jenkins + GitLab) for AI microservices, embedding TDD practices (PyTest, Unit test) to ensure reliable delivery into production manufacturing, retail, and financial environments.
· Managed Linux-based containerized environments with Docker and Kubernetes, simulating production workloads for stress testing and performance validation.
· Collaborated with data scientists, cloud engineers, and compliance teams to ensure AI systems were secure, explainable, and aligned with organizational governance standards.
Environment: Python, Pandas, NumPy, SciPy, Matplotlib, Hugging Face Transformers, SpaCy, NLTK, YOLO, Faster R-CNN, OpenCV, Scikit-learn, XGBoost, SageMaker, Bedrock, MLflow, Kubeflow, Jenkins, GitLab, Docker, Kubernetes, Flask, FastAPI, AWS Lambda, API Gateway, DynamoDB, Linux.
Client: Best Buy - Buffalo, NY.                                                                                                      	          Jan 2022 – Dec 2023
Role: Sr. AI Engineer
Responsibilities: 
· Built and optimized data ingestion and transformation pipelines using AWS Glue with PySpark, managing Glue Crawlers/CatLog for schema discovery and metadata governance.
· Developed and eduled ETL workflows with Python, Pandas, and SQL Alchemy to integrate structured and semi-structured data from PostgreSQL, MySQL, and flat files into cloud data warehouses.
· Developed Python-based automation microservices exposing REST endpoints to trigger data workflows and analytics processes across AWS-based enterprise systems.
· Implemented OAuth2/JWT authentication and role-based access for ML and analytics APIs, securing enterprise data access across microservices.
· Created reusable Python frameworks for parsing CSV, Excel, and JSON data with Beautiful Soup and Pandas, reducing repetitive coding effort by 30%.
· Built asynchronous FastAPI services and event-driven workflows for real-time fraud detection and customer behavior scoring.
· Deployed machine learning models into production using AWS SageMaker and REST-based microservices, enabling real-time fraud detection and customer behavior scoring.
· Architected secure, high-availability Python microservices and LLM APIs with Docker/Kubernetes deployments for enterprise workloads.
· Implemented early semantic search and retrieval pipelines that evolved into enterprise RAG and LLM applications.
· Containerized backend automation services using Docker and integrated CI/CD pipelines (Jenkins/GitLab) for environment promotion and zero-downtime AWS deployments.
· Designed and optimized PostgreSQL schemas, automating backup, replication, and monitoring with Python scripts, ensuring 99.9% uptime for mission-critical systems.
· Integrated ML models with REST APIs, allowing downstream applications and analytics platforms to consume predictions securely and at scale.
· Performed advanced financial analytics with AWS Athena (via Boto3 SDK), reducing compute costs by 25% through query optimization and intelligent partitioning.
· Engineered predictive ML models (credit scoring, fraud detection, customer behaviour) using Scikit-learn and XGBoost and deployed them with AWS SageMaker into production pipelines.
· Established MLOps practices using MLflow and SageMaker Pipelines, enabling automated retraining and experiment tracking for production ML models.
· Applied statistical modeling and predictive analytics to financial and customer datasets, supporting credit risk assessment, fraud detection, and business decision-making.
· Designed real-time data monitoring dashboards with Python (Matplotlib, Pandas) and AWS Quick Sight to track KPIs on risk, fraud, and transaction anomalies.
· Implemented unit and integration testing frameworks with PyTest and Unit test, increasing code reliability and catching 95% of bugs before deployment.
· Deployed automated reporting applications with Django forms and Flask APIs, capturing online user data and integrating it with backend databases.
· Developed automation scripts in Python and Shell to streamline operational tasks, data quality checks, and log processing.
· Led CI/CD pipeline automation using Jenkins and GitLab CI/CD, integrating Docker builds and Kubernetes deployments to achieve zero-downtime releases.
· Conducted performance tuning of PySpark jobs, reducing data pipeline runtimes by 40% for multi-terabyte datasets.
· Coordinated with data scientists, architects, and DevOps teams to design end-to-end financial data solutions that combined ETL, analytics, and predictive modelling.
· Provided knowledge transfer and documentation on Python frameworks, AWS Glue jobs, and SageMaker pipelines, ensuring team scalability and smooth onboarding of new developers.

· Environment: Python, Django, Flask, Fast API, Pandas, NumPy, SciPy, Matplotlib, Beautiful Soup, Scikit-learn, XGBoost, PySpark, AWS Glue, Athena, SageMaker, MLflow, SQL Alchemy, PostgreSQL, MySQL, MongoDB, Java (Spring Boot), AWS ECS/EKS, Boto3, Docker, Kubernetes, Jenkins, GitLab CI, Shell Scripting, Linux.

[bookmark: _Hlk216453267][bookmark: _Hlk216453284]Client: BNY –   New York, USA.                                                                                      Jan 2021 – Dec 2021
Role: Senior Python Data Engineer
Responsibilities:

· Designed and delivered modular Python backend services using Django, FastAPI, and Flask to support financial analytics platforms, reporting workflows, and secure user management systems.
· Built automated data workflows using GCP Vertex AI Pipelines (for orchestration), Cloud Composer (Airflow), Cloud Functions, BigQuery, and Pub/Sub to manage ingestion, validation, scheduling, and end-to-end pipeline execution.
· Designed relational database schemas and developed optimized SQL queries for PostgreSQL, MySQL, and Snowflake, enabling efficient processing of transactional and analytical financial data.
· Built LangGraph-based agent workflows capable of tool selection, API invocation, and database querying for compliance and financial intelligence automation.
· Developed RESTful APIs and microservices to streamline data access for risk, compliance, audit, and finance teams, ensuring low-latency integration across distributed systems.
· Built large-scale ETL and data processing pipelines using Apache Spark, Dask, and Python to handle terabyte-scale financial datasets with reliability and fault tolerance.
· Implemented data quality checks, schema enforcement, and metadata tracking using custom Python frameworks and centralized logging systems.
· Deployed backend services and data workloads on AWS Lambda, GCP Cloud Run, and Azure Functions, supporting event-driven and real-time financial workflows.
· Deployed AI services on AWS Lambda and ECS with IAM role-based access, ensuring secure execution of financial automation workflows.
· Containerized applications using Docker and orchestrated deployments with Kubernetes, improving scalability and operational consistency across environments.
· Engineered production-grade agent pipelines with structured logging, failure handling, and observability dashboards to monitor latency, token usage, and API performance.
· Developed CI/CD pipelines in Azure DevOps and GitLab, automating testing, packaging, infrastructure provisioning, and microservice deployments.
· Built internal Python libraries for standardized logging, data parsing, authentication, and error handling, improving development efficiency across engineering teams.
· Created dashboards using Tableau and Plotly Dash to monitor pipeline SLAs, data freshness, operational KPIs, and infrastructure performance.
· Collaborated with data architects, compliance officers, and engineering teams to ensure systems met SOX, GDPR, and internal financial governance requirements.
· Authored architecture diagrams, REST API specifications, process documentation, and production runbooks to support onboarding and operational readiness.
Environment: Python, Django, FastAPI, Flask, Apache Spark, Dask, Snowflake, PostgreSQL, MySQL, GCP Vertex AI Pipelines, GCP Cloud Composer, Cloud Functions, BigQuery, Pub/Sub, AWS Lambda, Azure Functions, Docker, Kubernetes, Terraform, Ansible, GitLab, Azure DevOps, Tableau, Plotly Dash, Linux.
[bookmark: _Hlk216453303]Client:  Mu sigma– Bangalore, India.                                                                                                Apr 2017 – Dec 2019
Role: Python / Big Data Engineer
Responsibilities:
· Responsible for the end-to-end application development lifecycle, from design and development to testing, deployment, and production support.
· Developed and deployed large-scale distributed pipelines using PySpark, AWS Glue, and Databricks, improving processing speed and ensuring high fault tolerance for multi-terabyte datasets.
· Designed and implemented RESTful APIs and microservices using Fast API, Flask, Django, and Pyramid, enabling real-time, low-latency data access and microservice-to-microservice communication.
· Built dashboard features with Flask, Pandas, JavaScript, and CSS, and integrated third-party services like AWS and Google Analytics for enhanced reporting. 
· Created custom APIs and support tools in Python, reducing payload sizes and optimizing REST communications across enterprise applications.
· Designed logical and physical data models for Snowflake, Oracle, Postgres, and DB2 using ERW in Data Model Mart, and developed stored procedures, SQL queries, and NoSQL queries for MongoDB and Cassandra.
· Automated data workflows and ingestion using Kafka, Airflow, NiFi, and AWS Lambda, supporting real-time and batch processing pipelines.
· Implemented event-driven architectures with AWS Lambda, SNS, and SQS, delivering scalable serverless data processing solutions.
· Engineered predictive analytics workflows with Python (Scikit-learn, XGBoost, Pandas), embedding ML models into ETL pipelines for real-time analytics.
· Leveraged Splunk dashboards and alerts integrated with Kafka and REST APIs for real-time monitoring, anomaly detection, and performance optimization.
· Developed automation frameworks for testing using PyTest, Unit test, Robot Framework, and Selenium, integrated with Jenkins CI/CD pipelines.
· Built and monitored containerized applications using Docker and deployed them on AWS (EC2, ECS, EBS, Route53, CloudFront, IAM, CloudWatch).
· Utilized Python libraries such as NumPy, Pandas, Matplotlib, SciPy, Requests, Pickle, PyTables, Scikit-learn for data preparation, visualization, and statistical analysis.
· Collaborated with cross-functional teams including data scientists, DevOps engineers, and business analysts to deliver real-time analytics and BI dashboards with AWS Quick Sight, Plotly, and Tableau.
· Implemented infrastructure-as-code with Terraform, managing AWS networking, VPCs, subnets, and scalable environments for production deployments.
· Created Oozie workflows and Airflow DAGs to automate ETL scheduling, batch jobs, and weblog extraction processes.
· Managed tasks, Agile workflows, and sprint deliverables using JIRA and Confluence
 
Environment:  Python, Flask, Django, Fast API, Pyramid, PySpark, Pandas, NumPy, SciPy, Scikit-learn, XGBoost, MongoDB, Cassandra, Postgres, Oracle, DB2, Snowflake, SQL, AWS (Glue, Lambda, S3, RDS, EC2, CloudWatch, IAM, Redshift, Route53, CloudFront, SNS, SQS), Databricks, Kafka, NiFi, Airflow, Oozie, Splunk, Tableau, AWS Quick Sight, Plotly, Docker, Jenkins, Git, Terraform, Robot Framework, PyTest, Unit test, Selenium, JIRA, Confluence, Linux.

 Client: Value Labs– Hyderabad, India.                                                                                           Jan 2014 – Mar 2017
 Role: Python / Data Engineer
 Responsibilities
· Designed and developed Python-based ETL pipelines for data ingestion and transformation, integrating heterogeneous sources such as Oracle, Teradata, SQL Server, and flat files into centralized data warehouses.
· Optimized performance of complex T-SQL queries and stored procedures, removing redundant data, improving execution speed by 30%, and ensuring reliability in high-volume processing environments.
· Migrated legacy DTS packages (SQL Server 2000) to SSIS (SQL Server 2008/2012), implementing configuration-driven deployments for environment independence.
· Implemented ETL workflows in Informatica PowerCenter and Informatica BDM, applying transformations such as Update Strategy, Aggregator, Joiner, and Expression to support data warehousing solutions.
· Automated data pipelines using Kafka, Apache NiFi, and Spark Streaming, enabling near real-time analytics and reducing latency by 60%.
· Implemented data governance and cataloguing practices by enabling metadata management and data lineage tracking with Informatica EDC and Axon to ensure compliance with enterprise data policies.
· Performed data cleansing, standardization, and validation using SSIS tasks (fuzzy/exact lookups) and Python libraries (Pandas, NumPy) to deliver clean, reliable datasets.
· Built Snowflake-based data transformations (UDFs, stored procedures, secure views, clustering keys) to prepare data for analytical consumption and reporting.
· Developed Python Django applications and Pandas-based data pipelines to automate reporting workflows, including readmission reports for healthcare data.
· Created and deployed SSIS packages for scheduled ETL workflows (daily, weekly, monthly), monitored executions via SQL Server Agent, and implemented error-handling and retry logic.
· Wrote Teradata SQL queries for ad hoc reporting requests and performance-tuned queries for large data pulls.
· Designed and delivered interactive Tableau dashboards with drill-down capabilities, parameterization, and visualizations to support business decision-making.
· Built and maintained monitoring solutions using the ELK Stack (Elasticsearch, Logstash, Kibana) for application and pipeline observability.
· Automated infrastructure provisioning with Terraform and managed CI/CD deployments with Jenkins and Ansible, ensuring robust and scalable production rollouts.
Environment: Python, Django, Pandas, NumPy, Teradata, Oracle, SQL Server 2000/2008, T-SQL, Stored Procedures, SSIS, Informatica PowerCenter 10.4, Informatica BDM 10.2, Snowflake (SQL, UDFs, Stored Procs, Secure Views), Tableau, Kafka, Apache NiFi, Apache Spark, ELK Stack (Elasticsearch, Logstash, Kibana), Git, Jenkins, Ansible, Terraform, Linux (RHEL/SUSE).

Educational Details:
· Master of Science (M.S) in Computer Science | University of Alabama at Birmingham.
· Bachelor of Technology (B.Tech.) in Electronics & Communications Engineering | MITS, India.
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